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Abstract: The generation and the execution of tests for complex software systems are
usually very time consuming tasks. With the help of model-based testing it is possible
to accelerate the process of generating test cases. Thus, it is possible to automatically
generate a large number of test cases in a small amount of time in order to achieve an
accurate test coverage. However, with an increasing number of test cases the problem
of the long execution time is intensified.

A possible solution can be the parallel execution of the tests on compute resources
of a public or private cloud. In the project Test@Cloud a service was developed that
enables the distributed execution of tests in cloud infrastructures. The present paper
describes this service and its operating principle. Additionally, the results of an evalu-
ation of the service with help of benchmark measurements are presented. The evalua-
tion shows that the service can yield notable Speed-Ups. By distributing the execution
of a test series over 19 virtual machines, it could be executed in 32 minutes, instead of
10.5 hours like it was the case when only one virtual machine was employed.

1 Introduction

Since the complexity of software systems is growing, two consequences are arising. First,
the number of test cases to achieve a specified test coverage grows exponentially and with
that the effort for the test design. And second, the time for test execution also explodes. An
appropriate way to decrease the design effort is the usage of model-based testing, where
the system under test (SUT) is described by one or more behavioral models. These models
can be easily processed by a machine to automatically generate independent test cases
according to a predefined test coverage strategy. Thus, a huge number of test cases can be
generated in a minimum of time.

Of course, it is worthless to be able to generate more test cases in a shorter time, if these
test cases cannot be executed in an acceptable time. Fortunately, the independence of
the test cases allows the parallel execution of them. Employing parallelism can shorten
the test execution times fundamentally. This makes cloud technology attractive for the
execution of tests. In a cloud a virtually arbitrary number of virtual machines (VMs) can
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be started and used for the processing of tests. This enables users to meet peak demands
in computational power without the need to acquire and maintain the necessary hardware
resources. The usage of virtualization makes it possible for the user to install a runtime
environment for his/her tests as required.

In the project Test@Cloud a platform was developed, which enables testing in the cloud.
With the help of a cloud service, it is possible to start, control, and monitor the execution
of test cases distributed over multiple VMs in a cloud.

The rest of the paper is organized as follows: In the next Section the platform underly-
ing the Test@Cloud service is described before the service itself is described in detail in
Section 3. Section 4 presents results of an experimental evaluation of the Test@Cloud
platform and finally, Section 5 closes the paper with a short conclusion and outlook.

2 Overview Test@Cloud Platform

The execution of test cases in the cloud is done over a specific Test@Cloud service. This
service was implemented on the basis of a platform, which emerged from the project
Cloud4E [1]. Before the service is described in detail in the next section, this section
provides an overview over the underlying platform.

In order to avoid vendor lock-ins, OCCI (Open Cloud Computing Interface) [2] is used for
the remote control of services. OCCI is an open standard for a cloud interface developed
by the Open Grid Forum. In its current form, OCCI is mainly intended for the control of
Infrastructure as a Service (IaaS) – for example, starting, monitoring, and stopping VMs.
However, in Cloud4E the OCCI interface was extended to allow the control of Software
as a Service (SaaS). In order to enable the control of SaaS over OCCI, certain extensions
to the so called rOCCI server [3] were implemented.

The rOCCI server is a Ruby implementation of an OCCI server together with a corre-
sponding client library, which can be used for the provisioning of an OCCI interface to an
existing cloud infrastructure. An overview over the architecture of the rOCCI server can
be seen in Figure 1. The server consists of a frontend for the communication with clients
over OCCI and multiple backends for the control of different cloud middlewares over their
corresponding proprietary interfaces. Currently there are backends for OpenNebula and
OpenStack, an EC2 compatible backend for the control of the Amazon Web Services or
Eucalyptus and a dummy backend for testing purposes. Besides extensions that enable the
control of SaaS over OCCI, another extension was made to the rOCCI server that allows
the usage of the Advanced Message Queuing Protocols (AMQP) [4, 5] as transport proto-
col. The usual transport protocol for the OCCI communication is HTTP. AMQP provides
certain advantages compared to HTTP. For example, it supports asynchronous commu-
nication and the broadcast of messages to multiple communication partners. The most
important advantage is that all the communication is done over a central AMQP server.
Thus, only the AMQP server has to be publicly reachable and the communication part-
ners do not have to reach each other directly. This permits the communication between
resources of different cloud providers, which in turn enables the usage of a federated cloud.
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Figure 1: Overview over the architecture of the rOCCI server.

Figure 2: Overview over the basic components of the Test@Cloud platform.

Figure 2 gives an overview over the entire Test@Cloud platform. The central components
are a rOCCI and an AMQP server, which can run on a physical node or a VM in the
cloud. It is even possible to deploy them outside of the cloud at the client side. Over
the AMQP server all the OCCI communication is done. The rOCCI server is attached
to one (or if necessary to multiple) cloud middleware(s) for the IaaS management. In
the project Test@Cloud OpenNebula is employed as cloud middleware. With help of
the rOCCI client library a client can start VM instances over the rOCCI server in the
cloud. In OCCI VMs are represented in form of so-called OCCI compute resources. Such
OCCI compute resources provide attributes that can be used to obtain information about
the VM like the number of physical cores or the status of the VM. Additionally, OCCI
compute resources provide actions that allow to perform certain operations on a VM –
e.g. stopping or restarting the VM. Over these attributes and actions a running VM can be
controlled over OCCI. With help of the afore-mentioned extensions to the OCCI interface,
it is possible to control cloud services in a similar way. The services are executed in VMs
in the cloud and consist of three components.

One component is a test automation tool (like Ranorex or HP Unified Functional Testing).
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A second component is a so called OCCI Service Adapter (OSA). This is a daemon that
provides an OCCI interface for the test automation tool in form of actions and attributes.
After the start it registers the actions and attributes to the rOCCI server. This is done by
linking the actions and attributes in form of so-called OCCI mixins to the OCCI compute
resource of the VM in which the OSA is running. After the OSA has registered the in-
terface to the rOCCI server, it listens for incoming OCCI requests and handles them – for
example, when an action of the registered interface is triggered.

The declaration and implementation of the actions and attributes of the service interface
is done in a third component of the service: the so called Service Connector. This is a
Ruby class, which declares the available attributes and actions in a special syntax (domain
specific language) and which implements the actions in form of usual Ruby methods.
One can say that the OSA together with the Service Connector form some kind of OCCI
wrapper around an existing application (a test automation tool in our case), whereby the
OSA is application independent and everything application dependent is specified and
implemented in the Service Connector.

After the interface of a service is registered at the rOCCI server, a client can use it with
help of a library provided by the OSA. Over this library the client can query the available
actions and attributes of the service interface from the rOCCI server and use them in order
to control the service. For the control of a service, requests can be sent either directly to
the OSA of the service or to the rOCCI server, which redirects the requests to the OSA.
Since the OSA provides client-side functionality, it can be used for the communication be-
tween different Service Connectors. For example, it is possible that one Service Connector
queries the attributes of another Service Connector.

In order to get detailed information over the state of a service or to investigate failures
related to a service, it is important that the client can retrieve log messages from the ser-
vice. Since AMQP is already used for the control of the services, it is also employed for
the transfer of log messages. With help of library functions of the OSA, Service Connec-
tors can send log messages to the AMQP server. Afterwards the client can retrieve the
messages from the AMQP server. The AMQP protocol permits that the messages can be
retrieved simultaneously by other applications. Thus, it is possible to retrieve the messages
with the client and at the same time to use a tool like Logstash [6] for the advanced storage,
filtering, and post-processing of the messages.

The data management in the Test@Cloud project is done over Samba and SSHFS (Secure
Shell File System). Every cloud user is provided with a portion of a shared file system that
is located on a physical host of the cloud. The file system can be mounted via Samba or
via SSHFS on the local host of the user as well as in the VMs. That makes it possible to
provide input files for services and to retrieve output files from computations executed over
services. Furthermore, data can be shared among multiple service instances. However, the
Test@Cloud service is mostly independent from the concrete data management solution.
Thus, it is possible to replace the Samba and SSHFS based data management with another
solution without big effort.
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3 Test@Cloud Service Connector

Based on the platform described in the last section, a service – or more precisely a Ser-
vice Connector – was implemented that allows the execution of test cases over different
test automation tools in the cloud. So far, the service was tested with the two popular test
automation tools Ranorex and HP UFT. Both tools allow to create test cases in form of
so called test suites that can be executed over the test tool. Thus, the Test@Cloud ser-
vice has to be able to execute such test suites distributed in the cloud. In order to make it
able to distribute test suites over multiple VMs, the service works according to the master-
worker-scheme, like illustrated in Figure 3. The client controls a master service that in
turn controls multiple worker services over which the executions of the test cases are dis-
tributed. Over the Samba and SSHFS based cloud file system (cloud FS), the master and

Figure 3: Operating principle of the Test@Cloud service according to the master-worker-scheme.

the workers have collective access to shared files. The Test@Cloud connector provides the
following four actions, which can be triggered by the client in order to control the execu-
tion of test series: start workers, stop workers, start test series, and abort test series.

The execution of a series of test suites with help of the Test@Cloud service is done in
the following way: First, the user copies all the test suites belonging to the test series
from his local host to the cloud FS. Additionally he creates a configuration file on the
cloud FS, which contains all the information about the test series that is relevant for the
master service. It specifies the files of the test suites to execute, the number of workers
that should be used for the execution of the test suites and from which VM templates1

the workers should be started. After the user has copied all input files to the cloud FS, he
starts the VM for the master service. Inside of the VM automatically the master service
is started after the VM is booted. Afterwards, the user triggers the action start workers
of the master and passes the path to the configuration file on the cloud FS as argument to

1A VM template is a configuration of a VM that can be used by the cloud middleware to start the VM
accordingly.
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the action. The configuration file is parsed by the master and thus it knows the test suites
to start and the desired number(s) and type(s) of workers. This information is used by the
master to start the requested workers.

When all workers are started, the actual test execution can be initiated. This is done by
triggering the action start test series of the master. That causes the master to start the
individual test suites on the workers and to ensure that thereby no test suite is started on
the wrong type of worker (according to the specifications in the configuration file passed
to the action start workers). Initially, each worker is assigned with one test suite. When a
worker has finished the execution of its test suite, it contacts the master, which assigns the
worker with the next test suite (if there are unassigned test suites left).

After all test suites are processed or if necessary also during the execution, the user can
access the outputs of the tests over the cloud FS. When the workers are no longer required,
the master can be prompted to stop them over the action stop workers. The last step of the
test execution in the cloud is the shutdown of the master VM.

During the execution of a test series the user is able to abort the test series at any time.
This is done by triggering the action abort test series.

In the project Test@Cloud a prototypical graphical client was implemented, which allows
the convenient control of the Test@Cloud service.

4 Experimental Evaluation

In order to evaluate the described cloud platform, a series of benchmark measurements
was performed. An OpenNebula based cloud infrastructure on the compute resources of
the Chair of Computer Architecture of the FAU served as testbed for the measurements.
On the head node (with two AMD Opteron 2435 hex-cores) of this infrastructure version
0.5 of the rOCCI server runs over Ruby 2.0.0 and OpenNebula 4.0.1 functions as cloud
middleware. Multiple compute nodes (with two 2.4 GHz AMD Opteron 2216HE dual-
cores, each) are connected to the middleware and can be used to host VMs, whereby
QEMU 1.6.1 is used as hypervisor for the VMs. The communication between physical
machines is done over 10 Gbit/s InfiniBand and VMs are connected to a Gigabit Ethernet
LAN. For the measurements VMs with Windows XP as operating system were used. For
the scheduling of VMs to physical hosts, a self-implemented scheduler i3sched [7] is used
instead of the OpenNebula scheduler. The i3sched delegates the scheduling decisions to a
batch system (Slurm) in order to better integrate the cloud platform in an existing cluster.
It has to be noted that i3sched is part of the cloud infrastructure and not of the Test@Cloud
platform, which is independent of the scheduler.

In a first step, we determined how much time it takes to start multiple workers (the worker
VMs together with the worker services inside them). For that purpose we measured the
timespan between triggering the start workers action of the master and the moment, when
the master recognizes that all workers are started, for different numbers of workers to
start. The times averaged over 10 measurements can be seen as Ts in Figure 4. In order to
determine how much of these times are the pure start times of the VMs, we equipped the
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Figure 4: Time it takes to start and boot different numbers of worker VMs over OpenNebula (Tboot)
and time it takes to start the worker VMs and additionally the worker services inside the VMs (Ts).

worker VMs with a simple client, which starts automatically after the boot and contacts a
server on the head node of the cloud. For different numbers of VMs we measured how long
it takes from the start of the VMs over command line tools of OpenNebula until all clients
inside the VMs have contacted the server. These times (averaged over 10 measurements)
are shown as Tboot in Figure 4. The scheduling interval of i3sched was set to 10 s, implying
that 10–20 s of Tboot and of Ts arise from the scheduling.

It can be seen that the start times Tboot of the worker VMs stay nearly constant with an
increasing number of workers to start and that they lie in the range of about two minutes.
The times Ts, which include the start times of the worker services, grow with an increasing
number of workers to start. The reason is that the worker services have to register their
interface to the rOCCI server during their start and this takes more time, the more worker
services are started simultaneously. But nevertheless, the start times stay in an acceptable
range. The start of 40 workers can be done in approximately three minutes. A more
detailed investigation of the start times and a description of optimizations that were done
to keep the start times in an acceptable range can be found in [8].

In a next series of measurements we determined the overhead caused by the distribution of
test cases over multiple workers. When a test series is started, the master service contacts
the available worker services over AMQP and delegates test cases to them (one test case
per worker). The worker services start their test cases on the command line and when a
worker service has finished its test case it contacts the master, which delegates a next test
case to the worker. This requires a certain amount of time. In order to quantify this time,
we measured how long it takes to execute 2n test cases on n workers, whereby nothing
is calculated in the test cases. Thus, the measured times are the pure overhead associated
with the distribution of the test cases. They can be seen in Figure 5 for different numbers
of workers and averaged over 10 measurements.

The overhead lies in the range between one and two seconds. The execution of 60 “empty”
test cases on 30 workers causes an overhead of about 1.7 s. Thus, if the runtimes of the
test cases to execute are very short, this overhead has a noticeable impact on the overall
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Figure 5: Time to execute 2n “empty” test cases on n workers for different values of n.

runtime. But it can be assumed that in most practical cases the overhead is tolerable.

In order to evaluate the Test@Cloud platform regarding its suitability for the practical
usage and to investigate the scalability of test executions in the cloud, we executed a series
of 1296 test cases (or test suites, respectively) in the described testbed. The test cases
are provided in form of executable Ranorex (version 4.1) test suites. The SUT is the tool
MBTsuite (a tool to generate test cases from models). The test series covers all possible
combinations of inputs to a dialog GUI window of the MBTsuite. The GUI dialog contains
text/numerical input fields, combo, and check boxes. The test cases have been derived
automatically from a model of the SUT. Each test case consists of 15 to 17 test steps,
ranging from starting the SUT, the various steps of filling the dialog’s elements, checking
the response of the SUT, and the final cleaning of the SUT. Test cases with both, positive
and negative expected results are taken into account. Their generation is based on threshold
related test development methods, for instance the input of numerical values, which are
limited to a certain range or unexpected text inputs. Thus, the test series covers all possible
scenarios which are taken into account by the model, this is often referred to as a full-path-
coverage.

In order to get an impression of the execution times of the single test cases, we first exe-
cuted them on a local PC (with an 3.4 GHz Intel Core i7-3770 quad-core) outside of the
cloud. The shortest runtime of a test case was 15.6 s. Only one of the 1296 test cases had
with 41.89 s a runtime over 25 s. 1258 test cases had execution times between 15 s and
20 s and for 37 test cases the execution time lay between 20 s and 25 s. In average the test
cases took 17.69 s to execute and the total runtime of the complete test series was 6.4 h.
Thus, the test cases have relatively uniform and short runtimes.

The execution of the test series in the cloud was done distributed over 1, 2, 4, 8 and 19
workers with two cores (VCPUs) per worker VM. The runtimes averaged over 5 measure-
ments are shown in Figure 6. They do not contain the start times of the workers (Figure
4).

With one worker, the runtime is about 10.5 h and thus it is notably higher than on the
local PC outside of the cloud. But this comes as no surprise since the employed PC is
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Figure 6: Average time to execute a series of 1296 test cases on the Test@Cloud platform distributed
over different numbers of workers with two cores per worker VM.

significantly more performant than the physical hosts in our available cloud testbed.

With two workers the average execution time reduces to 5.06 h. With four workers it
is further reduced to 2.52 h. With eight workers the execution time is 1.28 h and with
nineteen workers it is 0.53 h. The standard deviation of the measured execution times
ranges from 0.44 min for nineteen workers to 8.96 min with one worker.

The average speed-up values with respect to the execution with one worker can be seen in
Figure 7. It is slightly super-linear. For nineteen workers the speed-up is around 19.89.
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Figure 7: Average speed-up of the execution of the test series distributed over multiple workers with
respect to the execution on one worker.

Although this might be the result of measurement deviations, it shows that no relevant
overhead is introduced by the distribution of the test cases over multiple worker VMs.
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5 Conclusion

In the present paper we proposed a platform, which allows the remote start and control
of the execution of test cases in cloud infrastructures independently of the employed test
automation tool. In an experimental evaluation its applicability for the practical usage is
shown.

In order to transfer the current prototypical implementation into a production-ready status,
we plan to deploy it on the resources of a commercial cloud provider and to start a piloting
phase with representative test users. For that reason, we are currently working on an OCCI
binding to the Windows Azure Pack cloud platform.

Furthermore, it is planned to perform more detailed measurements and to investigate the
validity of non-functional tests in virtual environments.
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