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The effect of face morphing on face image quality
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Abstract: Face morphing poses high security risk, which motivates the work on detection algo-
rithms, as well as on anticipating novel morphing approaches. Using the statistical and perceptual
image quality of morphed images in previous works has shown no clear correlation between the
image quality and the realistic appearance. This motivated our study on the effect of face morphing
on image quality and utility, we, therefore, applied eight general image quality metrics and four face-
specific image utility metrics. We showed that MagFace (face utility metric) shows a clear difference
between the bona fide and the morph images, regardless if they were digital or re-digitized. While
most quality and utility metrics do not capture the artifacts introduced by the morphing process.
Acknowledged that morphing artifacts are more apparent in certain areas of the face, we further
investigated only these areas, for instance, tightly cropped face, nose, eyes, and mouth regions. We
found that especially close to the eyes and the nose regions, using general image quality metrics as
MEON and dipIQ can capture the image quality deterioration introduced by the morphing process.

Keywords: Face components, Image Quality, Face Morphing Attacks, Face Image Quality.

1 Introduction

Face morphing is used to create an image, out of two or more faces from different indivi-

duals, so that this attack face can successfully be verified to multiple identities [FFM14].

The perceptual quality of morphing attacks is important for their success, and therefore,

different works presented new morphing methodologies that focus on the image appea-

rance. Human operators can commonly only identify visible image artifacts (perceptual

quality), which is important in the document issuing and identity check processes that do

not include automatic attack detection.

Measuring the statistical and perceptual image quality of the used morphs in previous

works have shown no clear correlation between the image quality and the realistic appea-

rance when dealing with Morphing attacks (typically of ICAO standard [ICA18] with not

large quality variation) [Zh20]. Full-reference image quality metrics like PSNR and SSIM

performed on the same morphing pairs used in [Zh20] showed an insignificant difference

between the different types of morph attacks. The little difference was not consistent with

the visual perception score. The work in [Da19a] showed that the clearly visibly unreali-

stic images of MorGAN [Da18] achieve even higher statistical quality metrics (6 different

metrics). Debiasi et al. further showed in a clear study that even though MorGAN attacks

have clearly low realistic appearance, they show closer perceptual quality distributions to

bona fide (BF) images than attacks of the more realistic appearance.
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To enable an informed quantitative measurement of morphed image quality, a wider study

on multiple quality/utility metrics is required. This will allow researchers to make clear

statements on the quality of the created morphing attacks by knowing which metrics does

actually correlate with such artifacts, regardless of processes like re-digitization. To ad-

dress this research gap, we investigated the effect of face morphing on image quality and

utility by using 12 different metrics. To ensure that the captured quality differences are

those related to morphing, we performed our investigation on a digital and re-digitized

version of a newly created morphing attack database. Our conclusions indicated that the

artifacts introduced by the morphing process were not clearly detected by most quality-

/utility metrics, unlike those introduced by the re-digitization process. Only the MagFace

[Me21] did show clear differentiation between morphed and bona fide samples in both,

digital and re-digitized samples. We further look into the quality changes in artifact-prone

areas of the face (e.g. nose, mouth, eyes) and found a higher correlation between some

quality metrics and morphing when closely looking at such areas.

2 Quality and utility metrics

To investigate the perceptual image quality of morphs, we evaluated in total 12 methods

separated into two families of quality metrics: 1) the general image quality assessment

(IQA) methods, and 2) the face image quality (utility) assessment (FIQA) methods.

Four FIQA methods (FaceQnet [He19], rankIQ [Ch15], MagFace [Me21], and SER-FIQ

[Te20]) are selected, either supervised or unsupervised. They are fine-tuned for FR soluti-

ons and operate on face images. FaceQnet [He19] is trained on VGGFace2 dataset using

ICAO compliance software to setup the target labels for supervised training. A regression

layer is trained on top of the ResNet-50 backbone. However, to quantify the face utility in

an absolute manner is difficult, we selected unsupervised methods to avoid the groundtruth

labeling.MagFace [Me21] is a recently developed method to access both the face embed-

dings for FR and the quality score of the face image. While training the magnitude of

the feature vector (i.e. the face embedding) is made proportional to the cosine distance to

its class center. rankIQ [Ch15] is trained to assess FIQA based on images with ranked

qualities. The method is trained using three different databases with varying quality face

images. SER-FIQ [Te20] is an unsupervised DL-based FIQA method. This method fully

mitigates the need for any training or human labeling. It uses a stochastic method to relate

the robustness of a face embedding towards the face utility by applying dropout to the face

embeddings. Here, we used the SER-FIQ (on ArcFace) method to evaluate the results.

Eight IQA methods are chosen for evaluation. They are categorized into the following

three categories: (1) based on natural image statistics, (2) convolutional neural network-

based, and (3) ranking-based methods. These methods are more generalized approaches

by considering image distortions and artifacts and its measure related to quality metrics.

BRISQUE [MMB12], NIQE [MSB13], and PIQE [N.15] belong to the first category and

are all based on studying the deviation from the general statistics of natural images. These

statistics are based on the finding by Rudermann [Ru94] that natural scene images have

a distribution similar to a normal Gaussian distribution. The degree of deviation from the

normal Gaussian relates to the degradation in image quality. The second category uses
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convolution layers to automatically extracting features without the need for a priori spe-

cial design. CNNIQA [Ka14] , DeepIQA [Bo18], and MEON [Ma18] are counted to this

category. While CNNIQA only have one single convolutional layer, DeepIQA increa-

sed the number of the base convolutional layers to increase the ability to deal with more

complex images and also colored images. MEON is a multitask network combining the

advantages of two complementary tasks of distortion type classification (Subtask I) and

quality score estimation (Subtask II). The third category uses ranking-based image pairs

to avoid the need for annotating absolute quality score for training images. Both methods

(dipIQ[Ma19] and RankIQA [LvdWB17]) are categorized to this class. One benefit of the-

se methods is that it is easier to generate image distortions and synthesize ranked image

pairs. The network structures of these methods are build using two parallel streams with

shared weights. Here, only one trained stream is used to assess the quality of the input.

Definition of Face areas: As the morphing process introduces blending artifacts especially

apparent in certain areas of the face, we looked at the image quality of morphed and BF

images grouped in these areas. For this task, the MTCNN framework [XZ17] is used to

detect the face. Face images are aligned and standardized to 260× 260 pixels, such that

the eyes, nose, and mouth are on the same relative position within the aligned image.

We crop the face regions into separate face components. The considered regions are: (1)

Eyes: The eyes region includes both the eyes and eyebrow region. (2) Nose: The image

patch includes only the nose region. (3) Mouth: The mouth region includes only the lips

limited by the left and right corners of the mouth. (4) Tightly cropped face: Tightly

cropped face region covers the area from chin to the eyebrows excluding the forehead.

The information derived from the forehead, hairstyles, or hair colors is neglected under this

setting. (5) Aligned Face: by using MTCNN are the images required for FIQA algorithms.

The images and patches are all adequately resized matching the input size of the examined

methods. A sample image is showed in Fig. 1(g).

3 Experimental setup

Database We manually chose images from the VGGFace2 database [Ca18] so that they

are frontal, with a neutral expression, have no glasses, and have an eye-distance of over 90

pixels and frontal as described in [Da21] (54010 total selected images). From these, mor-

phing pairs were selected by choosing the most similar to each other (using pre-trained

OpenFace model). The morphing was performed by the approach and parameters presen-

ted in [Ra17]. An additional bona fide image is selected for each morphed identity, when

available, such that it follows the mentioned manual quality check. In total, the used mor-

phing database contains 364 digital Bona fide (D-BF) images and 276 digital morphing

attacks (D-M). These images were printed on 11,5cmx9cm glossy photo paper in a pro-

fessional studio and scanned with 600dpi scanner. They resulted in the same number of

re-digitized bona fide (PS-BF) and attacks (PS-M). No split between training and testing

is required as we do not train any solution, but rather analyze the quality of the images.

The vulnerability (to the morphing attacks) of a pre-trained ResNet-100 ArcFace [De19]

face recognition model was measured, resulting in Mated Morph Presentation Match Rate

(MMPMR) of 80.07 % for the D-M, and 77.17% for the PS-M, both at false match rate

(FMR) of 0.1%. Samples of the images included in the database are shown in Fig. 1. The

Database is described in details in [Da21].
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(a) D-ID1 (b) D-ID2 (c) PS-ID1 (d) PS-ID2 (e) D-M (f) PS-M (g) Segment

Fig. 1: Samples of the used database, including the digital image (D-ID1, D-ID2), the re-digitized

images (PS-ID1, PS-ID2), the digital MA (D-M), and the re-digitized attack (PS-D). Note the diffe-

rent nature of effect between the re-digitization process and the morphing process. (g) displays the

selective face areas considered.

Evaluation metrics We present distribution plots showing the quality score distribution

of (1) D-BF (blue), (2) D-M (orange), (3) PS-BF (green), and (4) PS-M (red) for the 12

methods individually. The curves displays the probability density function (PDF) scaled

by the number of observations across the seen quality score, such that the AUC sums to

one across the seen quality scores. We further report the Fisher Discriminant Ratio (FDR)

[DON14] [LdLFdC10] to measure the separability of classes, i.e., between D-BF and D-

M and between PS-BF and PS-M. The higher the separability, the more different the two

distributions are, and thus the more is the morphing effect captured by the specific metric.

Experiments The experiments are performed individually for (1) aligned faces, (2) crop-

ped faces, (3) eye regions, (4) nose regions, and (5) mouth regions. In Tab. 1, to enable

better understanding, the ordering of the quality score metric is provided for each method,

where a descending order means high quality in case it is True and vice versa. Because

FIQA methods rely on the entire face to determine the face image utility, we only report

the quality metrics from the more generalized IQA methods for face areas.

FIQA methods IQA methods

rankIQ FaceQnet MagFace SER-FIQ BRISQUE PIQE NIQE CNNIQA DeepIQA MEON rankIQA dipIQ

False False False False True True True True True True False False

Tab. 1: True indicates small value for high-quality images. Hence, if the score distribution is on the

left side, the sample has a higher quality and vice versa.

4 Results

In Fig. 2, we show the score distribution for all investigated methods on aligned face

images. MagFace and SER-FIQ are the only FIQA methods that show differences bet-

ween BF and MA, while the MagFace performance shows that more clearly and without

differentiating between PS and D, which points out that the difference is correlated to the

morphing process. Most solutions did differentiate between D and PS images, regardless

of being BF or MA.

Fig. 3 shows the score distribution for all investigated methods on tightly cropped face

areas. For most methods, the score distributions largely overlap. However, MEON shows

slightly deviating peak locations and displays a better quality distribution for BF compared

to MA. The differences here are mostly between PS and D, regardless of the morphing.

In Fig. 4(a), score distribution for the eye region is shown. Similar results for tightly crop-

ped face area can be observed here. Although, the separability between BF and MA incre-

ased for MEON as indicated by the peak positions. Fig. 4(b) presents the score distribution
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rankIQ FaceQnet SER-FIQ MagFace BRISQUE PIQE

NIQE CNNIQA DeepIQA MEON RankIQA dipIQ

Fig. 2: PDF of the quality score distribution for the settings: (1) D-BF (blue), (2) D-M (orange), (3)

PS-BF (green), and (4) PS-M (red) on aligned face images.

BRISQUE PIQE NIQE CNNIQA

DeepIQA MEON RankIQA dipIQ

Tightly Cropped Face Images

Fig. 3: PDF of the quality score distribution for the settings: (1) D-BF (blue), (2) D-M (orange), (3)

PS-BF (green), and (4) PS-M (red). The first two rows are on the tightly cropped face images.

for the nose region. Looking at the nose region only, further increased the performance for

MEON, as the shift of BF to the left side is more apparent compared to the previous face

areas. This suggested a better quality distribution for BF images and also less effect of the

re-digitization process. In Fig. 4 (c), we show the score distribution for the mouth region.

In this area, most methods show a strong overlap between the quality distributions. Only

dipIQ revealed a strong separability for the BF images and the morphs. The shift to the

right indicates that the quality of the BF images is higher compared to the morphs.

In Tab. 2, we present the FDR for (1) d-BF vs D-M, and (2) Ps-BF vs PS-M. For aligned

faces, all metrics are provided, while for face parts only IQA methods are available. The

highest separability can be observed by using MagFace to distinguish the distributions

between the BF images and the morphs.

The following findings can be drawn from the conducted experimental results: (1) Most

quality and utility metrics do not capture the artifacts introduced by the morphing process,

for instance, PIQE and NIQE. This makes them of less importance to measure the deterio-

ration of the visual quality introduced by morphing. These metrics examined in this paper,

however, clearly capture the artifacts introduced by the re-digitization process. Only the

MagFace utility did show clear separability between the MA and BF. Moreover, this sepa-

rability was consistent between both the PS and the D versions of the images. (2) Knowing
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(c) Mouth

BRISQUE PIQE

NIQE CNNIQA

DeepIQA MEON

RankIQA dipIQ

BRISQUE PIQE

NIQE CNNIQA

DeepIQA MEON

RankIQA dipIQ

(a) Eyes

Fig. 4: PDF of the quality score distribution for the settings: (1) D-BF (blue), (2) D-M (orange), (3)

PS-BF (green), and (4) PS-M (red) on the eyes, nose, and mouth regions.

FIQA methods IQA methods

rankIQ FaceQnet MagFace SER-FIQ BRISQUE PIQE NIQE CNNIQA DeepIQA MEON rankIQA dipIQ

Aligned Faces

FDR D-BF vs D-M 0.06 0.00 0.69 0.13 0.12 0.20 0.02 0.09 0.01 0.24 0.02 0.03

FDR PS-BF vs PS-M 0.04 0.00 0.63 0.13 0.00 0.00 0.00 0.06 0.00 0.04 0.01 0.06

Tightly Cropped Faces

FDR D-BF vs D-M - - - - 0.27 0.25 0.00 0.03 0.03 0.33 0.00 0.09

FDR PS-BF vs PS-M 0.04 0.04 0.00 0.06 0.03 0.13 0.01 0.04

Eyes Region

FDR D-BF vs D-M - - - - 0.27 0.21 0.01 0.08 0.11 0.27 0.09 0.11

FDR PS-BF vs PS-M - - - - 0.15 0.08 0.01 0.08 0.01 0.09 0.00 0.00

Nose Region

FDR D-BF vs D-M - - - - 0.30 0.00 0.01 0.02 0.09 0.50 0.14 0.42

FDR PS-BF vs PS-M - - - - 0.10 0.00 0.04 0.01 0.07 0.29 0.03 0.34

Mouth Region

FDR D-BF vs D-M - - - - 0.12 0.03 0.01 0.04 0.05 0.13 0.02 0.13

FDR PS-BF vs PS-M - - - - 0.09 0.00 0.01 0.00 0.00 0.08 0.05 0.08

Tab. 2: The FDR value for (1) D-BF vs D-M and (2) PS-BF vs PS-M values are provided for all 12

methods investigated. FIQA metrics can only be applied to aligned images. For aligned face images,

the MagFace show the highest separability between the MA and BF, while for face components, the

multitask method MEON outperforms the other IQA methods.

that the blending artifacts introduced by the morphing process are commonly more appa-

rent in certain areas of the face, we additionally looked at the image quality of MA and BF

images, for only these areas, the nose, eyes, mouth, and finally tightly cropped face area.

In general, MEON shows differences between the BF and the MA for certain face areas,

like for instance tightly cropped face, eyes, and nose, whereas dipIQ also shows a similar

trend for mouth region. This has shown clearer separability between MA and BF images.

Especially the areas eyes and nose together with the metric by MEON and dipIQ showed

to capture the image quality deterioration introduced by the morphing process. This was

consistent between the digital samples and the printed and scanned samples.
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5 Conclusion

In this paper, we investigated the effect of face morphing on image utility. Performing

experiments on a proposed morphing database, including digital and re-digitized images,

by exploring 12 different metrics both IQA and FIQA. Only MagFace shows a clear se-

parability between MA and BF, both in digital and re-digitized images. Additionally, after

investigating several facial parts, MEON shows clear separability on certain areas of the

face. It can be used to discriminate between the BF and the MA for areas, such as the

eyes and nose. Future work will consider the effect of synthetically generated morphs

[Da18, Zh20], morph pair selection [Da19b], and image compression, on image quality.
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