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Knowledge-Based Self-Organization of Traffic Control
Systems

Matthias Jurisch1 and Bodo Igler1

Abstract: Traffic control systems operating at the level of intersections can interact with each other.
This interaction can be implicit (traffic flow) and explicit (exchange of sensor data). A central issue in
this context is how to react to structural changes in a system of traffic control systems. This paper
proposes to model all aspects which are relevant to the connection of these systems as ontologies.
It further proposes to adapt to structural changes by taking inferences drawn from these ontologies
into account. This work in progress is presented with the help of a concrete application example. A
software prototype has been developed to demonstrate that this approach is technically feasible.
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1 Introduction

In increasingly complex, heterogeneous information systems, automating integration is
a very important task. Systems that have to work together but have not been designed to
cooperate at runtime are called interweaving systems [To16]. These systems need to behave
consistently with their environment which consists of other systems and the communication
with them. We consider the exchange of data and physical interactions as the communication
between the systems. Therefore, a central problem of this field is how changes should
be addressed. A model of the environment can be expressed using ontologies based on
description logics. Using ontologies in this context allows developers to benefit from a
rich set of existing standard tools that are easy to use but nevertheless provide a sufficient
expressiveness. In this paper, we propose an ontology-based approach for modeling system
environments and show how the model can be adapted to changes. From this information,
each system needs to construct its own model of the environment. As an application example
for interweaving systems we use autonomic traffic control at the level of intersections. Each
system represents one intersection.

Our approach is applied to manage a model that is used to select traffic data from related
junctions. This data can be used to classify traffic situations and adapt signaling plans
based on a set of rules and information observable in traffic data. When systems at other
junctions change (e.g., they are deactivated or fail, are reactivated, or underlying structures
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12 Matthias Jurisch and Bodo Igler

change because of roadblocks, congestion, or other traffic conditions), the model needs to
be adapted to find e.g., replacements for missing data sources.

Similar problems have been addressed in approaches to the mapping adaption problem
[VMP03]. This problem deals with adapting mappings between data models to changes. We
tackle this issue by applying an inference-based difference computation approach [Ju16]. Our
approach is able to correctly classify data measurements from other junctions and to adapt
the environment model of each traffic control system to these changes. The problem lying at
the core of our approach is also relevant to various areas regarding self-management and the
engineering of distributed technical systems. Since these systems get more complex with
technological advances, it is especially important to make approaches easily maintainable.
Ideally, most of the work should be conducted using standard modeling technologies and
programming should be used as little as possible [Se03].

The remainder of this paper is structured as follows: Section 2 discusses related approaches
from the literature and identifies the core research questions of this work. The application
example used to demonstrate our approach is presented in Section 3. The approach itself is
presented in Section 4. This section discusses how the model of the application example
is structured (Section 4.1), how differences between different versions of models are
computed (Section 4.2) and how the approach is implemented (Section 4.3). Advantages
and disadvantages of the approach are discussed in Section 5. Section 6 gives a conclusion.

2 Foundations and Related Work

Current approaches for autonomic traffic control, e.g. [STR16], typically consider inter-
sections that do not exchange traffic data or other information to improve each other’s
traffic management performance. Using information about traffic congestions or other traffic
conditions at related intersections can be useful, especially in situations where phased
traffic lights are used. [Pr09] presents a peer-to-peer synchronization mechanism that allows
intersection-based traffic control systems to agree on a common signaling phase. However,
these systems do not consider structural changes. While ontologies have been used in the
field of traffic control, their usage focuses on providing a uniform view on the sensor data of
traffic control systems. E.g., [Fe16] proposes an ontology-driven approach to traffic control
systems that uses an ontology layer as a standardized representation of traffic situations.
However, it is still unclear how structural changes should be addressed in the context of
these systems. They might receive information that contradicts or fundamentally changes
the local view, i.e., the internal knowledge of the system used to interpret traffic data and
adapt the signaling plans. In summary, the remaining issue is how to address structural
changes in this application domain.

One possibility to address this issue is to base the approach on ontology mapping adaption.
Problems similar to mapping adaption have been studied in the context of database and
schema mapping research. An incremental approach was proposed by [VMP03]. It reacts to
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Knowledge-Based Self-Organization of Traffic Control Systems 13

changes based on rules defined via change patterns. Each pattern defines a corresponding
modification for the mapping. Another approach is based on the composition of mappings
[YP05]: A new mapping between one model a and an evolved version b′ of a model b,
where a mapping between a and b already exists, is created by a composition of the mapping
between a and b and a mapping between b and b′. [Gr13] have applied these ideas to
ontology mappings. While inferences could be considered when working with ontologies,
the impact on the inferences of ontologies on the mapping adaption is not taken into account
by this approach. A recent survey on this subject has concluded that current approaches do
not consider formal axiom-based-ontologies but focus on simple is-a and part-of hierarchies
[GPR16]. A survey of the state of the art in mapping adaption comes to similar conclusions
and identifies the question of how to consider the semantics of changes and reuse knowledge
from old mappings [DPRD15]. To consider the semantics of ontologies, the inferences that
can be drawn from them need to be taken into account. The issue at the core of our research
is how inferences can be included into the mapping adaption process and how this idea can
be applied to adapting environment models of traffic control systems to structural changes.

3 Application Example

We will demonstrate our approach with the help of an interweaving system example: A
traffic control system managing an intersection uses traffic measurements to optimize its
signaling plan. The changes we consider are (1) addition and removal of traffic control
systems and (2) traffic congestions or road blocks. These changes are considered by each
individual system on the intersection level.

In our model, at each intersection the traffic flow in and out of the intersection is measured
for every road entering the intersection. To optimize the traffic flow management process
these measurements are exchanged with systems at other intersections performing the same
task. To reduce the effort needed to design the system and make it more scalable, the traffic
control systems themselves find out what data from remote intersection is relevant to them.
Data that is determined to be relevant is included in the traffic management process.

Fig. 1: Map of the application example

A map of the intersections used as application example in this paper is depicted in Figure 1.
The junctions A, B, C and D are depicted as yellow circles, roads are shown as black lines.
Lines not connected to intersections lead to areas outside of the scope of our example. The
identifiers of roads leading to the intersections are exemplarily depicted for intersection

Knowledge-Based Self-Organization of Traffic Control Systems 949
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A. The traffic management systems exchange sensor data. Aggregated sensor values of all
intersections are compared and a correlation score is computed. It is also possible to only
consider the closest intersections to make the computation of correlation scores scalable.
Sensor readings with the highest correlation score are used to make decisions on signaling
plans. When a system’s model of available data is complete, it can locally apply its traffic
management strategy.

4 Approach

To adapt the internal model of each traffic management systems, we apply an approach
for easy integration and data selection. To reach this goal, we use three models. A
global model represents the only shared global information and contains only schematic
knowledge about available data. A correlation model contains statistical information about
the connections between intersections. A local environment model contains mappings
between local requirements and remote data sources. When changes occur, rules based on
the aforementioned correlation scores and connections define how to adapt the mapping.
The changes are evaluated on differences of inferences that can be drawn from the model.

4.1 Modeling

To represent the environments of the intersections, each intersection has access to three
ontologies: (1) a global ontology that contains schematic knowledge about the data provided
by all intersections, (2) a local correlation ontology that holds information on how the local
system is connected to other intersections (3) a local ontology of each intersection that
connects local data requirements to data providers from remote intersections via an ontology
mapping. In this way, the global ontology serves as a kind of interface format for the data
provided by each intersection. To allow reasoning in resource-constrained settings, the
models heavily rely on subset relations that even primitive reasoners can process efficiently.

A graffoo diagram [Fa14] of the local ontology for intersection A including a mapping to
the global ontology is depicted in Figure 2. In this type of diagram, classes are represented
as rectangles, data types are depicted as rhombuses and instances are represented by circles.
Classes that are part of the global view are depicted in light blue. Every Intersection instance
can be related to a timestamp and a sensor reading. All data that is relevant to traffic planning
decisions is stored as an instance of this class. From a global perspective, there is one
direct subclass2 for each intersection. The classes represented in this diagram (A, B, C, D)
correspond to the intersections from the application example. Intersection classes have one
direct subclass for each entry into the junction (e.g., BEastIn, DWestIn). This modeling
approach does not rely on the specifics of the application example, since intersection classes
and subclasses for junction entries can be automatically generated in the general case.

2 The semantics of subclass relations is used to express subset relation in this paper.
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Fig. 2: Conceptual model of local ontology A including mapped entities from the global view

The local ontology classes for intersection A are shown in yellow. Each intersection needs
data from remote intersections. The local ontology is used to connect local needs for data
from remote junctions to the respective data providers. This view also specifies which parts
of the model are external, i.e., not directly measured at the current intersection. Hence, in
the presented example B, C and D are subclasses of External, while A is not. To express
that an external data source is needed, the classes North and West are used. To express that
a need for data is fulfilled by a data source, a subclass relation is stated (e.g., data source
BEastIn is a subclass of West).

To determine which of these local classes should be connected to which global classes,
information regarding statistical traffic correlations is used. We call this information
background knowledge, since it provides additional information regarding the structure of
the application example. The details for the computation of this correlation are out of the
scope of this paper. We therefore take in our example the correlation values as given. A
graffoo diagram of the conceptual model of this background knowledge at intersection A is
shown in Figure 3. Correlation data entities are shown in pink, items from the local model
in yellow and global parts are shown in blue. The correlation between two roads entering
intersections is represented by the class CorrelationEntry. This class is related to the classes
LocalConnection, which represents the local driveway and the class NamedConnection,
which represents the remote junction data. Figure 3 contains an example for a correlation
between A West and B East, represented by the instance WestBEastIn. This type of correlation
exists for all pairs of roads leading to intersections and determines which connections shown
in Figure 2 are established, i.e., the correlation data is used to adapt the local ontologies to
changes.

Knowledge-Based Self-Organization of Traffic Control Systems 951
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Fig. 3: Conceptual Model of Correlation Data

4.2 Adapting to Changes

Since connections between local and global data are modeled through ontology mappings,
an adaption of the local ontologies is required when changes occur. To adapt to changes,
each traffic control system executes an algorithm based on an approach described in [Ju16]:
When changes in the environment occur, each system has to evaluate the semantics of these
changes. Semantics of the knowledge base k are defined as the set of inferences inf(k) that
can be drawn from the model using standard ontology engineering tools. It is possible to
compute differences of the inferences ∆inf of the knowledge base k before (inf(k)) and after
the change (inf(k ′)). One example for a relevant change is the deletion of a subclass of
External, which would occur in the event of the removal of a traffic management system.
Replacement candidates are found based on the correlation entries described in Section 4.1.

When differences are found, ∆inf is searched for entries that are relevant to instances of
the class External. These changes indicate which connections need an update. The best
candidates for an update are found using the following SPARQL graph pattern that is
executed on the correlation data ontology described in Section 4.1:

SELECT ?dataClass ?score WHERE {

?corrItem :namedItem ?dataClass;

:localItem <"+connectionNeedsNew.getURI+">;

:correlationScore ?score

} ORDER BY DESC(?score)

In this query, connectionNeedsNew.getURI is replaced by the URI of the connection that
needs an update. The results are all data classes that have a correlation with the connection
that needs a new data input, ordered by correlation score. The results of this query are then
checked for consistency and the mapping statements in the local ontology are updated.

4.3 Implementation

To demonstrate that the presented approach can work, we implemented a prototype. All
models are represented as OWL ontologies [Hi09] and accessed using the Jena API [Ap17].

952 Matthias Jurisch and Bodo Igler
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Knowledge-Based Self-Organization of Traffic Control Systems 17

The prototype reads in two versions of a local ontology according to the example described
in Section 3. The implementation contains a domain-independent framework that computes
the inference differences ∆in f using the internal Jena Reasoner and provides hooks for
reaction to changes. Using these hooks in the domain-specific part of the prototype, reactions
are based on graph patterns formulated in SPARQL to find the best candidates for mappings
depending on occurred changes and background knowledge. To test the implementation,
we used two structural change scenarios for the described application example. The first
scenario is a removal of an intersection, the second an addition. The prototype was able to
propose the correct changes to the mapping in each scenario.

5 Discussion

The domain-specific aspects of the approach were implemented with very few lines of
source code (less than 100 lines of scala code). The remainder of the domain-specific
implementation was accomplished by formulating ontologies using standard semantic-web
tools. This is a major advantage of this approach. Having more parts of the approach
specified in a standardized format with explicit semantics means fewer costs for adapting
the software to changes in the environment. This also means that fewer code changes are
required to adapt the approach to other application domains.

To implement the proposed process, no domain-specific modeling tools need to be created.
Engineers can use freely available tools that have been proven to work in the ontology
engineering community. When problems occur, engineers can turn to this community for
help. The way the approach is structured, developers can focus on invariants and rules that
describe how the systems should react to changes, which facilitates a clear separation of
structural and behavioural aspects.

6 Conclusion

In this paper, we presented an approach to the management of ontology mappings and
demonstrated how it can be used to manage structural changes in autonomic traffic control.
We have shown that this process can be implemented mainly using semantic web technologies.
The main advantages of this approach are the conceptual separation of different aspects
and the reliance on standard modeling languages. As future work building on these ideas
we suggest a quantitative evaluation of the approach and its application to traffic control
systems. Furthermore, we consider an application to other areas, like maintaining mappings
in software engineering repositories or other use cases for interweaving systems.
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